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Topics for Today

Queuing
Congestion Avoidance
Token Ring 802.5

Sources in PD:

— Queuing: 6.2

— Congestion Avoidance: 6.4.1-6.4.2
— Token Ring: 2.7
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Queuing Techniques

First In First Out (FIFO)
Priority Queuing (PQ)

Fair Queuing (FQ)

Weighted Fair Queuing (WFQ)
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First In First Out

* Rule: Packets are sent out of the router as they arrive
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FIFO and Dropping

 What if the queue is full?

e Drop somebody: Arriving

packet

— Tail Drop \

MNext to
transmit

N\

(b) Drop

— Random Drop
 Why?
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Priority Queuing

* Put a strict order on the queues
— Highest priority first, then secondary ones
— Advantages? Disadvantages®?
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Fair Queuing

* FIFO can be easily overrun by an out of control sender
— The router can intervene to make things fairer

* Fair Queuing:
— Give each flow a queue
— Manage each flow separately and service them Round Robin
— If one flow’s queue is full, we need to drop (somehow)

— Each queue gets to send one packet at a time, but we don’t
Interrupt

« But what if one sender sends 1000B packets and another
sends 500B packets?

— To be fair: We want a 1000B packet to “cost” as much as two
500B packets
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No Interruptions

Flow 1 Flow 2
Flow 1 Flow 2 Qutput (arriving) (transmitting) Qutput
Fog F=10 i F=10
F=35 F=2
(a) (b)

Figure 6.7 Example of fair queuing in action: (a) shorter packets are sent first; (b) send-
ing of longer packet, already in progress, is completed first.
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Fair Queuing

* For each packet:
— Imagine there are no other flows on the router

— Determine when it would have finished being sent based on when
it arrived — save it with the packet in the queue

— Think that a 500b packet takes 500 “ticks” to send

« Packet i arrives at time A, it has size P;, and begins being
sent at S,
— Then it finishes being sentatF, = S, + P,

 Whatis S;?

— Case 1: There is another packet F,; from the flow being sent on
the line —then S, = F,
— Case 2: The line is free —then S, = A

« Result: F, = max(F,, A) + P,
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Fair Queuing

 But there are other flows on the router too

— The “tick” should be when each flow had a chance to send 1 bit

— So slow down the clock calculations for A, based on the number of
active queues

— If there are 3 active queues, A increments in 0.333 instead of 1
— This means that the A doesn’t match the real “wall clock” time
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Weighted Fair Queuing

« Give a weight to each flow to give it more of the
bandwidth

 Flow A gets 1, Flow B gets 2, Flow C gets 3
— Flow A has 1/6 of the flow
— Flow B has 2/6 of the flow
— Flow C gets 3/6 of the flow

» Calculate this by dividing the size P; by the relative weight
of the flow
— Packet A1 = 300b = 300 ticks
— Packet B1 = 300b = 300/2 = 150 ticks
— Packet C1 = 300b = 300/3 = 100 ticks
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Queuing Examples
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So Far

e Queuing

« Congestion Avoidance

 Token Ring 802.5
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Congestion Avoidance

e Congestion occurs when there are too many packets and
not enough bandwidth/space in the pipe to fit them

 What if we could prevent congestion in the first place?

— Tell the senders to slow down so we never need to drop packets
at all?

e How could we do this?
— Explicit notification
— Implicit notification
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Explicit Notification: DECDit

* Designed for Digital Network Architecture

— Connectionless with a connection-oriented transport protocol
o Just like TCP/IP

e Add a bit to the header — the congestion bit

— Router sets it when it sees its queue lengths are too long

» |f the average queue length is greater than 1 over the last busyl/idle
interval

— The receiver copies the bit to the acknowledge field

The sender measures the percent of arriving packets with
the congestion bit set over the last send window
— If > 50% have it set, reduce congestion window to 87.5%

, add 1 packet to the congestion window
 AIMD!
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Implicit Notification: RED

Observation: When TCP sees that a packet has dropped, it
lowers the congestion window to half

— We can use that to “advise” TCP senders to reduce their sending
speed before things get too bad

The detalls:

« The router tracks the average queue length to decide
— AvgLen = (1 — Weight) x AvgLen + Weight x SampleLen

. Queue length
— Weight must be chosen to A )

balance new vs old state Instantancous

« Ittakes at least 1 RTT \
for the drop to have effect

\

Average

Time
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RED Algorithm

Choose a MinThreshold, MaxThreshold ~ MaxThreshold — MinThreshold

When a packet arrives:

1. Recalculate AvgLen T
2. If AvgLen <= MinThreshold
e Queue it Avglen

3. If MinThreshold < AvgLen < MaxThreshold
o Calculate the dropping probability P
» Drop the packet with probability P

4. If MaxThreshold <= AvgLen
e Drop the packet

Note: Since AvgLen changes slowly over time, the queues may be
longer than MaxThreshold at any given time.

— If there is really no room for the packet, (tail) drop it
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RED Drop Probability

The dropping probability changes over time and is affected
by how long it's been since the last drop
— Prevents clustering of drops in bursty sending

Define MaxP (maximum drop probability)

e TempP = MaxP x (AvgLen — MinThreshold) /
(MaxThreshold — MinThreshold)

« P=TempP /(1 - countx TempP)

P(drop)
A

1.0 |—
MaxP -
Avglen

»
Ll

| |
MinThresh MaxThresh
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RED Dropping Example

MinThreshold = 10, MaxThreshold = 20, MaxP = 0.02, Count=0
1. Assume AvgLen =15

2. TempP =0.02 x (15-10)/(20-10) = 0.01
P=0.01/(1-0x0.01)=0.01(99/100 packets make it)

3. If count =50 (no drops in 50 packets)
TempP = 0.02 x (15-10)/(20-10) = 0.01
P=0.01/(1-50x0.01)=0.02

4. If count =99 (no drops in 99 packets)
TempP =0.01
P=0.01/(1-99x0.01) =1 (the next packet is dropped)
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So Far

e Queuing

e Congestion Avoidance

 Token Ring 802.5
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Token Ring and Ethernet

o Jumping back to the link layer for a moment
— We would have covered this earlier, but...

« Ethernet has about 90% of the market for link layer LAN
* In the other 10% are some other options — including
Token Ring
— IEEE 802.5 and IBM

« Token ring behaves very differently than Ethernet
— It's aring!
— There is someone is charge
— There are no collisions

It is similar still — Shared Medium
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Token Ring

 Each computer is connected to &,

each other computer in a ring o
« Data flows in just one direction = - 1
 The ring is a single medium, o

not point to point links /o)

 Hosts receive data on one side
and send it out on the other
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The “Token”

 Since the medium is shared, there needs to be a Medium Access
Control (MAC) protocol

 The most important aspect is the “Token”, a special frame which
circulates when the ring is idle

« When someone wants to send
— They wait until they receive the token
— They remove the token from the ring
— Send frame(s)
— Return the token when done sending

e EnNsures:
— Fairness
— No Collisions
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Bypasses

 Each computer is physically attached to the next

— To prevent a single computer failure from crashing the network, each
computer has a bypass

« If the computer goes off line, the bypass mechanically is triggered

Host Host
From previous To next From previous To next
. S host host
hClbL /\ . .ljoﬂ t — J
Reln}r Rf'.'l'ﬂ}“'
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Multl-Session Access Unit

 More commonly, many
bypasses are put together in a
single unit called a MSAU

* Logically, it separates each
computer so that in case it fails,
it is bypassed

 Kind of like hubs for Ethernet

o Still, maximum of about 250
hosts on the ring
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Token Ring MAC

 The token goes around when the ring is idle

 Token is 24 bits (3 bytes) (more later)
— Each host has a maximum of 1 bit storage
— Must be “space” to hold the token in the ring

 If the transmission time is negligible — minimum 24 hosts
on the ring?
— “Monitor” is responsible to artificially add delay if needed
— More on them monitor later
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Token Ring Frame Format

« Start and End Delimeters: Include “illegal” physical codes
 Access Control — more in a minute

 Frame Control — includes a demux key

 Dest and Source Addresses

« CRC-32

 Frame Status — more later

 The “token” is just Start — Access Control — End
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Conclusion

* Queuing

« Congestion Avoidance

 Token Ring 802.5
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