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Example: Totally Ordered Multicast (1/2)

Example: Totally Ordered Multicast (2/2)

Problem : We sometimes need to guarantee that concurrent updates on
areplicated database are seen in the same order everywhere:

« P1 adds $100 to an account (initial value: $1000)

« P2 increments account by 1%

« There are two replicas

Update 1

Replicated database

Update 1is Update 2 s
performed before performed before
update 2 update 1

Result : in absence of proper synchronization: replica#1  $1111, while
replica#2  $1110.

Solution :

* Process P;sends timestamped message msg; to all others. The
message itself is put in a local queue queue;.

* Any incoming message at P;is queued in queue;, according to its
timestamp, and acknowledged to every other process.

P, passes a message msg; to its application if:
(1) msg; is at the head of queue,

) f_or each process Py, there is a message msg, in queue; with a larger
timestamp.

Note: We are assuming that communication is reliable and FIFO
ordered.
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Vector Clocks (1/2)

Vector Clocks (2/2)

Observation : Lamport's clocks do not guarantee that if C(a) < C(b) that
a causally preceded b:

Observation :
Eventa: m, is received at T = 16.
Event b: m, is sentat T = 20.

We cannot conclude that a causally precedes b.

Solution :

« Each process P, has an array VC[1..n], where VC[ j ] denotes the
number of events that process P;knows have taken place at process
P.

)

*  When P, sends a message m, it adds 1 to VC[ i], and sends VC;
along with m as vector timestamp  vt(m). Result: upon arrival,
recipient knows P;’s timestamp.

* When a process P; delivers a message m that it received from P; with
vector timestamp ts(m), it

1) updates each VC;[ k] to max{VC;[K], ts(m)[k]} for each k
2) increments VG [j1by1.

Question : What does VC;[ j ] = k mean in terms of messages sent and
received?
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Causally Ordered Multicasting (1/2)

Causally Ordered Multicasting (2/2)

Observation : We can now ensure that a message is
delivered only if all causally preceding messages have
already been delivered.

Adjustment : P;increments VC;[ i] only when sending a
message, and P; “adjusts” VC; when receiving a message
(i.e., effectively does not change VC;[j]).

P; postpones delivery of m until:
s ts(m)i]=VC[i]+1.
« ts(m)[k] VC[k]fork?i

Example 1:
VCy=(1,0,0) VCqy=(1,1,0)
[ k t
F’1
VC, = (1,1,0)
P, 1 | ¢

VC,=(0,00)  VC,=(1,0,0)

Example 2: Take VC, =[0,2,2], ts(m) = [1,3,0] from Py,
What information does P, have, and what will it do when
receiving m (from Pg)?
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So Far

Mutual Exclusion

* Logical Clocks
— Vector time stamps

e Mutual Exclusion
* Global Positioning of Nodes

Problem : A number of processes in a distributed system want exclusive
access to some resource.

Basic solutions:

* Viaa centralized server .

« Completely decentralized , using a peer-to-peer system.
« Completely distributed , with no topology imposed.

« Completely distributed along a (logical) ring .

Centralized : Really simple:

01020 00 ©O®

Request || OK Bequest Release

7 No reply
Queue is @
empty
Coordinator

(@ (b) (©
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Decentralized Mutual Exclusion

Mutual Exclusion: Ricart & Agrawala

Principle : Assume every resource is replicated n times, with each
replica having its own coordinator ~ access requires a majority vote
from m > n/2 coordinators. A coordinator always responds
immediately to a request.

Assumption : When a coordinator crashes, it will recover quickly, but will
have forgotten about permissions it had granted.

Issue : How robust is this system? Let p = DT denote the probability that
a coordinator crashes and recovers in a period Dt while having an
average lifetime T probability that k out m coordinators reset:

" m K k
R = pd- p™
k=2mn K
With p =0.001, n =32, m=0.75n, p, < 10 4

Principle : The same as Lamport except that acknowledgments aren’t
sent. Instead, replies (i.e. grants) are sent only when:

« The receiving process has no interest in the shared resource; or
« The receiving process is waiting for the resource, but has lower
priority (known through comparison of timestamps).

In all other cases, reply is deferred , implying some more local
administration.

Accesses

8
. resource o
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Mutual Exclusion: Token Ring Algorithm

Essence : Organize processes in a logical ring, and let a
token be passed between them. The one that holds the
token is allowed to enter the critical region (if it wants to)

Comparison :

So Far

 Logical Clocks
— Vector time stamps
e Mutual Exclusion
* Global Positioning of Nodes
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Global Positioning of Nodes

Computing Position (1/2)

Problem : How can a single node efficiently estimate the
latency between any two other nodes in a distributed
system?

Solution : construct a geometric overlay network , in which
the distance d(P,Q) reflects the actual latency between P
and Q.

Observation : a node P needs k + 1 landmarks to compute
its own position in a k-dimensional space. Consider two-
dimensional case:

"
Solution : P needs to solve three equations in two unknowns
(Xp.¥p):

d =% - %)+ (Y- ¥,)?
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Computing Position (2/2)

Conclusion

Problems :
* measured latencies to landmarks fluctuate
» computed distances will not even be consistent:

P10 20

"
P Q R
Solution : Let the L landmarks measure their pairwise
latencies d(b;, b)) and let each node P minimize

L 90.P)- db,P),
= d@m.P)
where d(y,P) denotes the distance to landmark b, given a

computed coordinate for P.
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