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Topics for Today
• Virtualization

• Clients

• Servers

• Code Migration

• Source: TvS chapter 3
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Virtualization
• Observation : Virtualization is becoming increasingly 

important:
– Hardware changes faster than software
– Ease of portability and code migration

– Isolation of failing or attacked components
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Virtualization
• Virtualization is to extend or replace an existing interface to mimic the 

behavior of another system.

• IBM 370 mainframe, VMM (Virtual Machine Monitor) - 1970s
– Support multi users by one VM per user
– Support different operating systems

• After 1990s,
– To provide legacy interface on new hardware platforms
– To provide uniformity over a heterogeneous collection of servers

connected by networks
– To provide a high degree of portability and flexibility
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Architecture of VMs
• Observation: Virtualization can take place at very 

different levels, strongly depending on the interfaces as 
offered by various systems components:
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Interfaces of Computer Systems at Different Levels

• An interface between the hardware and software consisting of machine 
instructions that can be invoked by any program.

• An interface between the hardware and software, consisting of machine 
instructions that can be invoked only by privileged programs, such as an 
operating system.

• An interface consisting of system calls as offered by an operating system.
• An interface consisting of library calls

– generally forming what is known as an application programming interface (API). 
– In many cases, the aforementioned system calls are hidden by an API.
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Architecture of VMs
• Note: Make a distinction between (a) process virtual machines and 

(b) virtual machine monitors :

• Process VM: A program is compiled to intermediate (portable) code, 
which is then executed by a runtime system (Example: Java VM).

• VMM: A separate software layer mimics the instruction set of 
hardware ) a complete operating system and its applications can be 
supported (Example: VMware, VirtualBox).
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Architecture of VMs
• Practice : We’re seeing VMMs run on top of existing 

operating systems.

• Perform binary translation: while executing an application 
or operating system, translate instructions to that of the 
underlying machine.

• Distinguish sensitive instructions: traps to the original 
kernel (think of system calls, or privileged instructions).

• Sensitive instructions are replaced with calls to the VMM.
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So Far
• Virtualization

• Clients

• Servers

• Code Migration
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Clients: User Interfaces
• Essence: A major part of client-side software is focused 

on (graphical) user interfaces.
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Example: The X Window System

• The basic organization of the X Window System.
– X Server (the client), X Applications (the remote applications)
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Improving X Window
• Ideally in thin client situation, applications would be 

designed to strictly separate between the user interface 
and the application logic.
– Too bad this isn’t the case

• Approaches to improve X’s performance:
– Rework the protocols (NX)

– Make the application do all of the bit level graphics work
– Offer lower level graphics primitives (but higher than bit level)
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User Interfaces
• Compound documents: User interface is  application-

aware � interapplication communication:

– drag-and-drop: move objects across the screen to invoke 
interaction with other applications

– in-place editing: integrate several applications at user-interface 
level (word processing + drawing facilities)
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Client-Side Software
Essence : Often tailored for distribution transparency

• access transparency : client-side stubs for RPCs
• location/migration transparency : let client-side software keep track 

of actual location

• replication transparency : multiple invocations handled by client 
stub:

• failure transparency : can often be placed only at client (we’re trying 
to mask server and communication failures).

• concurrency and persistence transparency handled by servers.
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So Far
• Virtualization

• Clients

• Servers

• Code Migration
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Servers: General Organization
• Basic model: A server is a process that waits for incoming service 

requests at a specific transport address. In practice, there is a one-to-
one mapping between a port and a service:

• Superservers: Servers that listen to several ports, i.e., provide 
several independent services. In practice, when a service request 
comes in, they start a subprocess to handle the request (UNIX inetd)

• Iterative vs. concurrent servers: Iterative servers can handle only 
one client at a time, in contrast to concurrent servers

Xerox RPC530courier

SUN RPC (portmapper)111sunrpc

Login Host Protocol49login

Simple Mail Transfer25Smtp

any private mail system24

Telnet23telnet

File Transfer [Control]21ftp

File Transfer [Default Data]20ftp-data
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Binding

(a) Client-to-server binding using a daemon.
(b)   Client-to-server binding using a superserver.
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Out-of-Band Communication
• Issue: Is it possible to interrupt a server once it has accepted (or is in 

the process of accepting) a service request?

• Solution 1: Use a separate port for urgent data (possibly per service 
request):
– Server has a separate thread (or process) waiting for incoming urgent 

messages
– When urgent message comes in, associated request is put on hold

– Note: we require OS supports high-priority scheduling of specific threads 
or processes

• Solution 2: Use out-of-band communication facilities of the transport 
layer:
– Example: TCP allows to send urgent messages in the same connection

– Urgent messages can be caught using OS signaling techniques
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Servers and State (1/2)
• Stateless servers: Never keep accurate information 

about the status of a client after having handled a request:
– Don’t record whether a file has been opened (simply close it again 

after access)
– Don’t promise to invalidate a client’s cache
– Don’t keep track of your clients

• Consequences:
– Clients and servers are completely independent
– State inconsistencies due to client or server crashes are reduced
– Possible loss of performance because, e.g., a server cannot 

anticipate client behavior (think of prefetching file blocks)

• Question: Does connection-oriented communication fit 
into a stateless design?
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Servers and State (2/2)
• Stateful servers: Keeps track of the status of its clients:

– Record that a file has been opened, so that prefetching can be 
done

– Knows which data a client has cached, and allows clients to keep
local copies of shared data

• Observation: The performance of stateful servers can be 
extremely high, provided clients are allowed to keep local 
copies. As it turns out, reliability is not a major problem.
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Server Clusters
• Observation : Many server clusters are organized along 

three different tiers:

• Crucial element: The first tier is generally responsible for 
passing requests to an appropriate server.
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Request Handling
• Observation : Having the first tier handle all  

communication from/to the cluster may lead to a 
bottleneck .

• Solution: Various, but one popular one is TCP-handoff :

IP spoofing is needed
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Distributed Servers
• We can relax the single endpoint restriction for a cluster

– DNS can help, but still we must predefine it

• A distributed server is a collection of servers which all 
offer the same services

• We can use IPv6 to make the access point assignment 
dynamic

November 10, 2009 ISE 431: Distributed Information Systems 24

Example: PlanetLab
• Essence : Different organizations contribute machines, which they 

subsequently share for various experiments.
• Problem : We need to ensure that different distributed applications do 

not get into each other’s way � virtualization :

• Vserver : Independent and protected environment with its own 
libraries, server versions, and so on. Distributed applications are 
assigned a collection of vservers distributed across multiple 
machines (slice ).
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PlanetLab Management Issues
• Nodes belong to different organizations. 

– Each organization should be allowed to specify who is allowed to
run applications on their nodes,

– And restrict resource usage appropriately.

• Monitoring tools available assume a very specific 
combination of hardware and software. 
– All tailored to be used within a single organization.

• Programs from different slices but running on the same 
node should not interfere with each other.
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Relationships in PlanetLab
1. A node owner puts its node under the 

regime of a management authority, 
possibly restricting usage where 
appropriate.

2. A management authority provides the 
necessary software to add a node to 
PlanetLab.

3. A service provider registers itself with a 
management authority, trusting it to 
provide well-behaving nodes.

4. A service provider contacts a slice 
authority to create a slice on a 
collection of nodes.

5. The slice authority needs to 
authenticate the service provider.

6. A node owner provides a slice creation 
service for a slice authority to create 
slices. It essentially delegates resource 
management to the slice authority.

7. A management authority delegates the 
creation of slices to a slice authority.
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So Far
• Virtualization

• Clients

• Servers

• Code Migration
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Code Migration
• Approaches to code migration

• Migration and local resources

• Migration in heterogeneous systems
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Code Migration: Some Context
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Migrating Code Example
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Summary
• Virtualization

• Clients

• Servers

• Code Migration


